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1 &

TR RIS, Rl K HNCIZ (13RI R A7 s,  CeR I Az 1 s
FEE R (BIANTE S R EBIE) el 77TR(35,2,5], IHia, A T1FZ
%51, AWrREIEIAE 5 BRI gnnY ds-FEnd ae SR A Y SR [38,24,15].

TEPMERNE I 2R M AR Y R S AL B TR, KBS TN A R A
5%, ENAER—RIIERARE by, MENICHIERORES by FIALE ¢ FARIREL IXFEA
RN LB REAES TG B RIFFAT I, RAERRAPIIKE B RREREE, RN
RRAUPRS 17~ BZ IR TR, SRR TAREIE s [21) FIMFHR [32] a1 T
HRACR, RNIEREE 7 EEIRENERE, R, W R REAR RS GF .

ER DRI ELRN SAMES 51T B B P H R SRR — NGB, VxR
WO ARBATIE, W5 R B A S IR [2, 19], 28T, PR 7/ OIN
27), IXAERIUHIEZ ST LEE & A,

EXITAES, BAMHEHE T Transformer, JX/2—FhillE s G AUBITIZEN ) T2 se i
BEINER AT AR Z B2 RKEER, Transformer AT REREIFITE, HA
£ 81> P100 GPU #1748 58 12 /NNTAIIZRSS, T DATERIE & 77 A RHT 7K

2HEE

RO T H PR AR T3 FEAH£2 GPU [16]. ByteNet [18] I ConvS2S[9] FOFERE, Fif
X L HL i B A O EEA RS AT E T A AR AL B R R R, 1
IR SCIOR B MR A S A B E B TR R R R RS L B A EE S
M, XF ConvS2S B K, T ByteNet £XEIE K, IXHI52ES1ZITN & 2 H
HHT o R A1 B NN XE[12], 7E Transformer H, JX#R/DBHEE SR AOERME, REMT
SEERER NN B S BE R PR EK, BATHZ SFEEJREUEIX M, 0% 3.2
R, -

HIERE) CANFTOANERTES) 22— a9 RGBSR R LH], DA
EHREFIINER, BEEN ORI A TSNS, CiEr g, R, SORE
KRN S S5 Te R ) 3R [4,27,28,22]

SEICIZ 28 B TIRRERENHITS RPN FFIER, I HEHIERITE R BRIE S FEE
5 ERES BRI RF[34].

SR, PEIRATIATA], Transformer 258 —PN5E 2AHH B 3= 1R B i AfH H RRim A
fERFFFI 57 RNN BUE R EE R, fERE NORNE T, FRATTEHA Transformer, #0&
self-attention F I HAHXTF [17, 18] 1 [9] FEHAU IS

3 BARIZRHY

REBEEPMAG T Y 5 SEIUE BA it ds- g a5 [5,2,35), IXH, fmigdsRibak
RHEANF I (21, .., ) M ENESRRI TSz = (21, ..., 20)0 0 2, MIERRRIEARTT
SHEHFEA (1, . ym), —IR—DILR, EBDNPEF, BRECE B EVAM[0], AR
e NNRESCRT AL RIS S T CERR I A
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& 1: Transformer - FAYZER,

Transformer JEIEIX—RERSU, W9t as R as (A HER B IER AR A, 21ERE,
SIAIANE 1 B2 ER A R T AR, [

3.1 G e fFR A 2t

mfdes: dRASEREH N = 6 MHEFENHERRA R, BEAWINTE. F—MEZkBERN
MLE, A2 WERN, B SERETEM L, BATEN T 2R EER Ak 2% R [1
1], REHITREA—[1]. BT ERH T ILayerNorm(z + Sublayer(x)), HHSublayer(
)BT EARG LI RE, T REIXER TR, BUFNAE TR B2
HEFEN dinoger = 512 MY

frndds: MR easthZ2HN = 6 MARERVHERA . BR8N migeas BRI TR0,
REERIER A S =D TR, % BN M AT 200, Sl K
THEF D T BEABERAAELER, RRHTERA L, FADSMES T stk iy B 7E
BATE, DB EXERSEAE, XS R RS — MBS,
WHPRALE & BTN REACRE TN T @ AU EALRT E A o

32 EREHEI
FERU) R EA] DAy R & 1A — H B E S R 2l f e, HorpEnil, B, ERdm AR A
o HHBITH RN



Scaled Dot-Product Attention Multi-Head Attention

L
Scaled Dot-Product h
Attention

LA LI

y N A
K Q

B2 () @sREE. (B ZRERNHZS P TBITIEE I Z4H K.

MatMul

ERIRE, HrhIrBLss 3 ME R R 28I 28 5 MR A TR B0 R,

321 WS RERE N

BATRBMBFBIER NN “WRREREN” (B2) o MAHZEE d, FEIEREE
NAERE d, FIEHNK. BONERTARITEERNEH, BEMRERI Vd, RJERA soft
max P BRI E AR,

LB, FAMFEN TR - HERNERI R, IR ETHTER—MER Q. #ET
—ESTEAERE KMV, BT HERE TRy

T

Attention(Q, K, V) = softmax( ?/@
Wi IR MBCR IR 2 GRR) . IR 1 WA 52 5
, RIAEENSBANNEZAR, MR 8 BA A REEUZ AT 5 28 ok T R aea
K, BEAMEEHICE 24N BN, ERRTER DR ER, EhEamE, Kyen]
DA FH 1o FEAL AL A R R e 12 QAL R S

WV ey

BN T BN dy fE, PIMHLHIRBUAL, EAEERD T RBERS), MR
BERH dy, [EEATEE (3]0 BATIREE, M TR dy (H)- SARIIEE SR, I softm

w@ﬁ%kﬁﬁ&¢%ﬁﬁﬂpﬁ?ﬁﬁﬁﬂ%w,&M%ﬁﬂ%m%?
322 Z3KFEN

BATRM, HHARRNZESIEERE SR, BAERIEREE di d 7 d, 455 b IR
, AR dmnoser ZEFERTEE, (EMEWRRITRNEREL. K5, FOER, #NE
IR T AT TIER I R 8, 772 d, 4

*To illustrate why the dot products get large, assume that the components of ¢ and k are independent random
variables with mean 0 and variance 1. Then their dot product, ¢ - k£ = Zfi 1 Qiki, has mean 0 and variance dj.
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HE, K MI]JE?‘#EU\&E/, FRIRZME, WE 2R,

ZSERA) R VPRI E SR A A RN BRI A RIR R F 2 RE R, N T 8—EEsk
, ISR B

MultiHead(Q, K, V) = Concat(heady, ..., head, )W
where head; = Attention(QW2, KW/, vIv))

HA RS EUEM W € Rimexde | WK ¢ Rimiaxde - Y € Rimiaxdu ]
WO c th deod]

FEIXITAES, BATRA A :84\#??°(§§%?73F327&0 MNEE—A, BAIAER
di = dy = dioset/h = 640 FITENKAVLERE D, SR RAL 2480 ¥R

3.2.3 IR M
Transformer DA=FA R 177 S AEFH 23k R 07
o 1F “IRilds-fRRL e R B, ESRBLHINREERE, HFENEFRERB%R

MasiEt. XAt e M BERS SRARITRE M E, XE T
512 Fe A R o R O G s - R e TR LAY, $1140[38,2,9],

- WHSUSHERNR. EHERNETD, ral, ENERERER—VE, £
AR Ry H AT — R gt ey PRI M E A] R TE S s b —E AR
B E,

o RUth, FRREESTHE BER R VR SRR I E O R AR 2 AL
ZAERFTA A E, BT LR s rR e S RIm AR B A FT e 3T
LBl (BN —oo) softmax Fig A S AR MHIFTEE, £85I

RN — 5, 20K 2, i
3.3 B AR L%

bR TIEBE D TRZHN, B gmbS as i a5 oo AR D R B LS — D og R IERE A AT I5 4%
L A LA MR TR M B, X PP LR, PR — ReLU %

o

FFN(z) = max(0, W1 + b1)Wa + b )

BANFEMENZEM R AR, HEMEREBZEEARRNSE 55—t r X
BRI R LRI ER, AR LSRN dnoss = 512, WEIILEEN d;p = 2048

o

3.4 #x A\ F Softmax

5 HAMFPHEE FARBIZAEL, BT SRR ASRICHI i AR ICEHNLEE dinoger HITAD
o FRATTIEAE A8 B 2 ST RULR M2 AT softmax BRIEICRE id i & i tE 4o il ) R — N i
MR, FEFRANIAUEIR R FRATEM MR AJZH pre-softmax Z-IE2E# [ 3 == AR (AL ER AR
B, EIT[30] EHRABEH FATRIXEANER L /dnodeto



® 1 NAERUNRARERE., SREERENRNIFHRELR. » 2FIIKE, d2%
RYERE, kK RERRAVD, r @ZMRE TR PRI N,

Layer Type Complexity per Layer Sequential Maximum Path Length
Operations
Self-Attention O(n? - d) 0(1) O(1)
Recurrent O(n - d?) O(n) O(n)
Convolutional O(k -n - d?) 0o(1) O(logk(n))
Self-Attention (restricted) O(r-n-d) 0(1) O(n/r)
3.5 o B it

AT ERMIBERANEETMNER, N 7 R PSR, BATHEAN L&
ARFHIFFARCHIMN s BRE R, vitl, AR (B ANEgwad e
T AR R IR A AT . A B 5 IRABA MR dmoger, IR DORE P AR T
o MBI A ZMNERE, A SIHIMEIERI[9].

FEIXIATAEA,  BATVE AN RIS A IE L AN AR5 PR AL

PE(pos,Qi) = Sin(pos/lOOOOQi/dmodel)
PE(05,2i41) = cos(pos/1()0002i/dmodel)

Hrbpos BAHE, i BYEE, MR, OB NEE NN T EZEZ, BAETERM
27 £ 10000 - 27 HYJLARIZR R, BATTEREX A B EUZ KA BATIERI & AT PALEAB RSN 351 5C
TN E, KN TAEFIEE RIS R k, PEposir I AR PE,,s ISR

BADEZ AR A ERRA [9], ZBUXMMRA L EPAHFEEE R (BUER 317 (E
) o BATERESLRRA, KSR AR VRN SR B 1 1 K B KA
HIKIE,

AN A EEBRIE

(AR, A E TR S SRR RV TLCR:, IR ERTERIEE
T ATER A ERATI] (0, ...o0,) BHEIR—NERFT Gy, .onz)
iz, 2 € RY, LTSRS ST BRI IR, 0 T MARIEN HRIER
K, BIVEET =R,

—RAPRORI AN, 5 MRAT DR LA FR, LAFTAR R MU SR HOKR
Ho

=R IERAON 2 B R KIE, % SHERIOBE RS A5 SE5 4 — 1
SCHRPER, RO ST ARERIRE B9 — SRR B R AR 1 5 fEp s i
JMESRIIE, H AT FI (R B O 2 FINBS AT, ST AR R
WO 3112]. BIE, TRITIELLRE T AR IR AR ER M AT (L
I RRH 2K,

Wk 1R, HFEENBREEEEEENF A TREEETEAE, MEREFRZE O(n)
T4t it RERENS, HF5



KE n /NTFFRRYERE d, X5 W THLEREIE T RITHERBUE R 73R, FIansiE R
Bz [38] A=k [31] Fome N TR MIRKFFINMESHITHEERE, 8RRl DARRH
A AR NP DR R A2 B BRI - AT, X RIS G N
F O(n/r)o BATHRHEARRN TAERIHE— DI FIXMITTTE,

PIRZBEEN k < n D ERBENIIERITA M ARG HAIEX, IXFHETR IS8 AT
TEONER —HE O(n/k) ERZ, SEEY KERIIHEI MER O(logr(n)) [18], MM
PZ8 RN ML B 2 R AR KBS R K, EREER LIRS 5t k5. 2R, o
BB (6] RRFHK TEZM, KOk -n-d+n-d®)p) AR, BESEHE =n, AJ58
GRIE RS T BERNENZSATBERNAHS, XERNHEBEH R T,

PENMTHAFAE, BER AT DA A2 38 2 AR R, AT BB R e R A,
TR AR TR G, MRS SRR ST HAT R REESS, mEFZER
LRI S ) B A IEANTE SRR T,

53211
AT R BATTRL Y ZR I

5.1 JIIgREanitt AL

FAVEEFAFRE WMT 2014 SIE-EIBEHIREIH T, ZBIREEEY 450 7T M) FX. 4]
TR ARG [3] TR, %S EAZ) 37000 MRICHFLEIR- BAREIC R, T 5
TE-IRTE, FRAVEH THERR WMT 2014 SE-XEHRSE, 1%8dEEH 3600 7 MyF4HmK

, FEEFRIOHR A 32000 4 EATE A BRIANC 3R [38], AIFAHZAREUFAI K E S ItE—E, &)
YRR E S —AHa) X, HPE KL 25000 MEFRIEH 25000 4™ H Frbrids

5.2 TR AT ASH [A) 2%

BAHE—BBLE 8 T NVIDIA P100 GPU HINLES EIIZRFRATRIREEE, X FFA M R R IE
FRIRIESEINEAER BN BEALTFE 0.4 7D, BTN RRMBERLGHIT 7R 1
00,000 #75¢ 12 /NHIIIZR, ATFERATARTIERL (A0 3 JRERFTIR) |, HKHHEN 1.0
b, RIEAIRESZ T 800,000 4 (3.5K) ML,

5.3 fiifkas

AT MEA Adam fEfLE5 [20] AT, = 0.9, B2 = 0.98 Fll € = 10~% AR AR ARLEYIZR
NR LR Gl IR

—-0.5

lrate = dI;(?ciSl - min(step_num , step_num - warmup_steps_1'5) 3)

N BT 58— warmup_steps WIZRA BRIV SIRENER N, IG5 BE I 75 AR EIE Rk
FeftEk D, FAMER T warmup_steps = 4000,

5.4 [EN{k.
FATHEVIZRHEA R SR =R 2R A A E A -



* 2: 1E 2014 FIERIEIEF S IEE] A TS newstest2014 M1, Transformer btz Al Lt
HIRRIRTS 7 A H) BLEU 208K, TIIERRA SN —/ Mk 7o

Model BLEU Training Cost (FLOPs)
ode EN-DE EN-FR EN-DE EN-FR

ByteNet [18] 23.75

Deep-Att + PosUnk [39] 39.2 1.0-10%°
GNMT + RL [38]] 24.6 39.92 2.3-101% 1.4.10%
ConvS2S [9] 25.16 40.46 9.6-10'® 1.5-.10%
MoE [32] 26.03 40.56 2.0-10% 1.2.10%
Deep-Att + PosUnk Ensemble [39] 40.4 8.0-10%0
GNMT + RL Ensemble [38]] 26.30 41.16 1.8-10%0 1.1-102%!
ConvS2S Ensemble [9] 2636  41.29 7.7-101°  1.2.10%!
Transformer (base model) 27.3 38.1 3.3.10'8
Transformer (big) 28.4 41.8 2.3-10%

5%72 Dropout I 1K dropout [33] M A& F2HVHIH, SRR HEAME]FZMmAFF T
H—ft, AP, FRATR: dropout K T2 el g h g Ak B9 AT AL B G A ST, X
THABR, BAUEM Parop = 0.1 HIELR,

PRI FEVIZRAIN], FRATRA THH 6, = 0.1[36] RIFRE T, X RFEIVEAIRERE,
ORI RS EAAIE, ESE RN BLEU 280

6 TEER

6.1 HlanHHiE

£ WMT 2014 FIERIEIERNFTS, A% Transformer £2%! (5% 2 #7119 Transformer (big)

) FEZ AR SRR (FFE5EA) MREmH 2.0 BLEU PLE, BT T seidtn BLE
U 7345 28.4, i%%iﬂﬁ@@ﬂﬁﬁﬂ%f 3G —17. 1E 8/ P100GPU LillZkite: T 3.5 K,
ERFRATAV R A BB T R A A BT E BRI A, TR R ] 5E s A
H—/ NGB 7o

1£ WMT 2014 JE7EBIR(TSS Y, BANPRERGRIS T 41.0 1 BLEU 0%, T Zei&mm
Fra s —R SRR R 2 2 Bl et e 1/4, F X 9aE2EEIIZRAY Transforme
r (K) BEEMA T dropout % Py, = 0.1, M2 0.3,

XETEARR, AT IS e 5 M R T PR S AT R MR, IXERE N
PA 10 73 BHEIEIRR S Ao TR, BT RJE 20 MMEE RIEAT TF1, BAMEMR
WK, WHRKNN 4, KEETTN o =0.6[38], XLEESHZEH LE L TR Gk
PR, FRATRAEFLIA R A 3 R H A I B v AR + 50, 4HR AT BEFR AT 11 [38],

* 2 JEE T BANEER, FREA TR SRR ZRSA 5 SOk A H A AU T T
e, BADELRAIZRI R, E) GPU B8 I GPU Rrst RS I A BRI fG T
{EARSRRAG T Tl A7 s AR o 0

6.2 FERUAR{Y,

N T VFA Transformer AR PFRIEZM:, BATTLARRIAT T L2 7 HRATHEEARL &
THRIBRIEERIERMEREZ

SWe used values of 2.8, 3.7, 6.0 and 9.5 TFLOPS for K80, K40, M40 and P100, respectively.
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% 3: Transformer ZASIAE (L, AFIHHIME S HATIEHEME, FHAHSFRR B 2 H)
VEFF R 4 newstest2013, MRURTRA RIS 1R GHD, 911H (IR B 6N B AN AR R, R
5 5B TR AR FE AT LE R,

train | PPL  BLEU params
N dmodel dse h dy, d, Pd?“op €ls steps | (dev) (dev) %106
base | 6 512 2048 8 64 64 0.1 0.1 100K | 492 258 65
1 512 512 5.29 24.9
(A) 4 128 128 5.00 255
16 32 32 491 25.8
32 16 16 5.01 25.4
16 516 251 58
(B) 32 500 254 60
2 6.11 23.7 36
4 5.19 25.3 50
8 4.88 25.5 80
© 256 32 32 5.75 24.5 28
1024 128 128 466  26.0 168
1024 512 254 53
4096 4.75 26.2 90
0.0 5.77 24.6
0.2 4.95 25.5
(D) 0.0 467 253
0.2 5.47 25.7
(E) positional embedding instead of sinusoids 4.92 25.7
big | 6 1024 4096 16 0.3 300K | 433 264 213

FFRS:, newstest2013, FAVEA T E— RN RSR, HRERESTEY, BIE
2% 3 T X EELERL 0

162 30 (A) 1, FRMIKEE R M BOR DU I B A, (R R EE, 15
322 iR, BARMLEZNHEHELEL 09BLEY, (HLBUTLEE e R,

T4 31T)(B) 1, FATMEENR TR BN d RIFEUFIR, XRAFHE R
N&5, HHIRHES IR A R ST RE R G, BAHE (C) # (D) ATrhEE— W%
2, IEANHUEARARE, BARECREGY, 3 H. dropout X TGS LS IRH GBI, 1E1T (E
), BATH SN B IR AR BYmid [9], FFMEE| S AR PRI R

o

6.3 JLIE L X AT

T WG Transformer J2 75 AT DM BIHAESS, AT SOEREX AT 7%k, XUHE
iRt T BARRIPRR: A2 EERRAISEILR, FFHME R TRA. 5N, RNN 73
PRI AL e AR BEMS TR/ SR IR L MRS IR JEiERI SRR [37].

FATHE Penn Tresbank ) CHE/RETHIR)  (WSD) #9) [25] EH dyoqer = 1024 YIZR 71~ 4
JZ Transformer, T RAH 40K YIZRf) o BATDEEFIREIMEAONHT TIIZE, ] 15
R BEEN BerkleyParser iR, HA & A 1700 5 M T [37], BATEN (HE/K
fHR) WEHBEA T 16K MRCIIRICR, EERERER R T 32K MRIRICR

TRAIGHET T /0 BKORE RS 22 $7T R % L0 dropout, TEREARITRE (547 | %
STERUER N, P S E SR EIBIERBI R 2, e r,
[



7 4: Transformer RAFHEHE T OOEIEX AT (S5R (E/RETHIRY 56 23°19)

Parser Training WSJ 23 F1
Vinyals & Kaiser el al. (2014) [37] | WSIJ only, discriminative 88.3
Petrov et al. (2006) [29] WSIJ only, discriminative 90.4
Zhu et al. (2013) [40] WSJ only, discriminative 90.4
Dyer et al. (2016) [8]] WSJ only, discriminative 91.7
Transformer (4 layers) WSJ only, discriminative 91.3
Zhu et al. (2013) [40] semi-supervised 91.3
Huang & Harper (2009) [14] semi-supervised 91.3
McClosky et al. (2006) [26] semi-supervised 92.1
Vinyals & Kaiser el al. (2014) [37]] semi-supervised 92.1
Transformer (4 layers) semi-supervised 92.7
Luong et al. (2015) [23] multi-task 93.0
Dyer et al. (2016) [8]] generative 93.3

ﬁﬂ?‘%ﬁﬁﬁuﬂ%gﬁ%b[@%@)\ﬁg +300, XX WSIAI B, BAVER T 21 BIBEHR

R A4 PSRRI, JRERZRE TES AR, FOIBARRIUS S NGy, i
MG R AR (PEFRERLRIETERRIN) [8]7 4 T EAF USSR,

5 RNN J75I 25515 [37] AHEE, RIEE(AE WSD 40K A FIZRE FEEITIZR, Transforme
r FPERETL LT Berkeley-Parser [29],

7 251e

TEIXTATAEH, FAHRH T Transformer, X2 —NE R THENNFI SR, H
%3k BER BT grttdas- s as A b i B RIIEER R,

X TR, Transformer (YIZRI AR B b ST IEHF Rl B BUZIOAAE, 7€ WMT 201
4 BEVE-FEIER WMT 2014 JHE-RIERIRIT 500, Bl DA THIIORSEIATE, 1631
(E250, Tl Rl OB B O T T A SERfi i 5 U SR

AT TR OB AR LA, HELF RIS HUA T 45, Sl T35 Transt
ormer {1 JELE I SR DUSMIT R AR BRI, ERFIE 00, 2RI R THL,

%ﬁ?&i&&ifﬁ%%\ BRI R R AF o 8D — R 2 AT TR 55— Mtst
o

FATHTFIIRATPEE AL S R £ https://github.com/tensorflow/tensor2tensor 521,

4 FATIRGS Nal Kalchbrenner 1 Stephan Gouws & A BRI RIS, BHIEME A,

W
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